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Agenda

� Quick overview of Blue Gene/P
� Massively parallel systems and CFD
� CFD Codes ported to the Blue Gene

– NAS Parallel Benchmarks
– Industrial CFD codes (aerospace/automotive)

• OVERFLOW, NSU3D, AVUS, FUN3D, AVBP

– Big Science CFD codes
• Turbulence, instability, shock physics, astrophysics

� Conclusions 
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Blue Gene/P Hardware

13.6 GF/s

4 processors

1 chips, 1x1x1

13.9 GF/s
2 GB DDR

(32 chips  4x4x2)
32 compute, 04 IO cards

435 GF/s
64 GB 

32 Node Cards

72 Racks

1 PB/s
144 TB 
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14 TF/s
2 TB 

13.6 GF/s
8 MB EDRAM

13.6 GF/s
2 or 4 GB DDR

435 GF/s
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Massively Parallel Systems and CFD

� Several parallel systems in the past were developed for CFD
– NAS Parallel benchmarks are still the de facto benchmark for parallel systems

� Complex Physics requiring higher resolution or more equations
– Shocks, Combustion, Turbulence simulations require higher resolution
– More and more equations (higher-order turbulence modes, chemical reaction)
– Research CFD problems, and some industrial problems use more than 10s of billion grid points

� Domain Decomposition Works in CFD !
– 2-D and 3-D domain decomposition for structured grids
– Several powerful tools like METIS, CHACO, JOSTLE are available for unstructured grids

� Good Parallel Algorithms
– Iterative methods, Multi-grid methods, explicit methods for LES,  powerful parallel preconditioners, 

cost-effective FFTs, optimized global communication routines
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NAS Parallel Benchmark 2.4 – BT – Class D (BG/L vs. BG/P)
Size : 408x408x408  Virtual Node Mode, TXYZ Mapping (-O5)
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NAS Parallel Benchmark 2.4 – SP Class-D (BG/L vs. BG/P)
size : 408x408x408 – Virtual Node Mode, TXYZ Mapping (-O5)
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NAS Parallel Benchmarks - Multi-Zone 3.2

� Motivation/Differences from 2.4
– Real structured grid codes like OVERFLOW use multi blocks/zones
– The linear solve (scalar-penta or block-tridiagonal) are solved within 

blocks/zones, and interface boundary data are exchanged
– 2-D tiling – in x-zones, y-zones

– Emerging systems support multiple cores (OpenMP/MPI)

� Results
– For class-D (BT & SP)

– Problem size (1632 x1216 x34)

– On the BG/P these scale to 4096 cores now !
– Very good percentage of peak (10-15%)
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Multizone NPB 3.2 benchmarks on BG/P
SMP mode with 4 cores per node
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Industrial CFD Codes



IBM Systems & Technology Group

Deep Computing   

What is OVERFLOW-2  ?

� A Computational Fluid Dynamics Code from NASA (Ames/Langley)
� Widely used in the US aerospace industry and US DoD
� Developed over 15+ years

� Solves Reynolds-averaged Navier-Stokes equations
– Uses body-fitted multi-block structured Overset grid
– Finite-volume ADI scheme 
– For linear solve uses block-tridiagonal, and scalar-pentadiagonal solvers
– Includes Overflow-D features (for moving body applications near-body/off-body grid)
– Allows variable time stepping for steady state simulations
– Supports several turbulence models
– For smoothing 2nd and 4th order artificial dissipation
– OpenMP/MPI dual parallelism

� Variety of applications – from low speed to supersonic flows
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OVERFLOW application examples

V22 Helicopter rotor wake Comanche helicopter tail buffet

X38 Crew Return Vehicle Store separation
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Body-fitted structured grid

� Grids are body-fitted to follow shape

� Grids are arranged in array structure 
(i,j,k)

� Transformation from physical to 
Cartesian computational space 

–Could involve solving elliptic or 
hyperbolic partial differential equations

� Cells are hexahedral

x, 
i

h
, 
j
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k
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Overset Grid Method

� Generate separate grids around each component
� Grids can abut – also can go through solids

� Join together:
– Cut holes (I – blanking)
– Interpolation stencils

� Simplifies grid-

generation
� Better grid quality

� Joining process is

difficult, time consuming
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Overflow 2.0 (near-body, and off-body)

� Overflow-D meshing is supported in OVERFLOW-2.0

� X-38  Crew Return Vehicle near-field and full grid (including off-body) shown

� Near-body generated with Overgrid

� Off-body grids generated adaptively – and it is uniform
� Off-body grids increase with the number of tasks

� Relatively good load balancing for large number of tasks



IBM Systems & Technology Group

Deep Computing   

OVERFLOW Problem Descriptions

� TI-08 Large
– 127 million grid points
– 39 blocks

– 1500 time steps

� Ultra Large problem
– Data derived from the Large TI-08 problem

– Doubling the grid in each directions

– 845 million grid points
– To fit in BG/L – a block was broken (40 blocks), and used 32-bit precision

– Thanks to NASA’s Dennis Jespersen who worked with me to debug several 
problems to generating and running this case
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OVERFLOW 2.aa scaling for the TI-08 large problem
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Ultra-large OVERFLOW problem – (time per iteration –
single precision – about 7x bigger than the large problem)
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University of Wyoming - NSU3D Code: Unstructured Navier-Stokes 
Solver

� From Prof. Mavriplis
� High fidelity viscous analysis

– Resolves thin boundary layer to wall
• O(10-6) normal spacing
• Stiff discrete equations to solve
• High accuracy objective: 1 drag count

– OpenMP/MPI dual parallel implementation

� Unstructured mixed element grids for complex 
geometries 

– VGRID: NASA Langley
– ICEM CFD, Others

� Production use in commercial, general aviation 
industry

� Extension to Design Optimization and  Unsteady 
Simulations
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NSU3D Solver

� Governing Equations: Reynolds Averaged Navier-Stokes 
Equations

– Conservation of Mass, Momentum and Energy
– Single Equation turbulence model (Spalart-Allmaras)
– 2 equation k-omega model

• Convection-Diffusion – Production

� Vertex-Based Discretization
– 2nd order upwind finite-volume scheme
– 6 /7variables per grid point
– Flow equations fully coupled (5x5)
– Turbulence equation uncoupled
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AIAA Drag Prediction Workshop 
Test Case – DLRF6 airplane

� Wing-Body Configuration (but includes shock/separated flow)
� 72 million grid points
� Transonic Flow
� Mach=0.75, Incidence = 0 degrees, Reynolds number=3,000,000
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University of Wyoming – NSU3D Code

� Computational details
– Computations done on the Watson 

BG/W system
– Input deck ~ 35 GBytes of 

partitioned data – read in less than 
90 seconds with the GPFS file 
system (parallel I/O)

– Runs were made with 
1004/2008/4016 to match the NASA 
Columbia simulation

– Time in seconds per time step
– 500 time steps for steady state 

simulation with MG
– very good scaling (single grid) 0
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NASA/PetSc FUN3D Code
(Dinesh Kaushik, Argonne National Laboratory)

� Code Description
– Unstructured grid code
– Nonlinear Newton iterations

– Sparse linear solver

– Using preconditioners in subdomains

– DAXPY updates

– Metis partitioning

� Computational Details
– 3-D external aerodynamics

– 2.8 million verities (tet mesh)

– 18 million edges

– Transonic flow past a Wing

� Performance
– Was run on the Argonne Blue Gene/L

– Scaling is excellent for this small problem

– Run in virtual node mode
– 15% of the peak (good for a CFD code)
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Air Force AVUS Code

� Code description
– Air Vehicles Unstructured Solver (AVUS) – formerly 

Cobalt-60 from Air Force Wright-Patterson 
Laboratories

– 3-D Euler/N-S finite-volume  implicit solver for 
external flow aerodynamics 

– Arbitrary grid (tets, quads, pyramids, triangles)

– ParMetis parallel domain decomposition

� Computational Details
– TI-08 large test case

– 31 million cells

– Pure MPI code

� Performance
– Elapsed time for complete run

– Very good speed up to 4096 cores

– Used only 2 cores per node (memory requirement –
600 MB per task)

– Ported with minimal effort – performance can be 
improved further
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CERFACS AVBP Code on Blue Gene/L
(Pascal Vezolle/IBM with CERFACS, Turbomeca)

� AVBP Code
– Large Eddy Simulation code
– Fully explicit unstructured mesh

– Developed by CERFACS (www.cerfacs.fr)

– Massively parallel capability

– Used for simulation of (ignition, instability, fuel 
consumption reduction, piston engines)

– Scales perfectly (4078 speed up on 4096 cores)

� Helicopter Gas Turbine Burner 
– Flame propagation simulation (Turbomeca)

– 19 million tet mesh 

– 13.2 ms of real time on 1024 cores

– 70000 iterations in 35000 CPU hours

� Diesel Engine Intake
– Study by CERFACS on 1024 cores

– 10 million tet mesh/ 10 ms of real simulation

– Mixing of the 2 jets studied in detail
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Blue Gene viability of widely-used Commercial 
Packages

� Fluent (ANSYS) , STAR-CD (CD-adapco), CFX (ANSYS), 
CFD++ (Metacomptech)

– Reynolds-averaged N-S codes
– Multiple solvers
– Use domain decomposition methods
– Potential that these may scale well on the Blue Gene depending on the 

solver and problem size

� STAR-CD from CD-adapco (Steve Behling from IBM), CFD++ 
from Metacomptech have been ported to the Blue Gene/P

� PowerFLOW (Exa)
– Uses Lattice-Boltzmann particle based method
– This code also has a potential to scale on the Blue Gene
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Big Science CFD Codes
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Weak Scaling Parallel efficiency of Research CFD 
codes

� The problem size increases with 
the number of processors

� sPPM 
– LLNL shock physics/instability Euler code
– ADE - explicit solver
– Regular Structured grid with 3-D 

decomposition
– Scales to 212k cores (22 Billion grid)

� Raptor
– LLNL Hydrodynamics code
– Explicit method for multi-fluid 

hydrodynamics
– Implicit method for diffusion-radiation 
– Scales to 65000 processors
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LLNL Miranda (Hydrodynamic Instability code)
(William Cabot, Andrew Cook, and Charles Crabb et.al)

� Significance
– Raleigh-Taylor instability (heavy-light fluid 

experiences steady acceleration)

– Inertial Confinement Fusion, and supernova 
simulations

� Problem details
– Variable density incompressible N-S 
– Two incompressible miscible fluids

– High spatial/temporal resolution 

– Pressure-projection Poisson scheme with periodic 
boundary conditions (FFTs)

– Communication intensive (MPI_Alltoall)

� Results
– Perfect weak scaling with 8x16x2048 grid per core 

to 64k cores (virtual node mode) – 16 B grid

– 2.76 TFLOPS/s (Gordon Bell Award Finalist)

– 85% of theoretical peak of the network

– Captured details of Kelvin-Helmoltz instabilities
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Argonne National Laboratory – FLASH

� FLASH - Simulation of 
thermonuclear flashes

� Hydrodynamics( Euler equations), 
MHD with gravity and burn models

� Regular Cartesian grid adaptation
� Explosion of Supernova simulations 

(tens of 1000s of time, and length 
scales)

� Higher resolution -> more grid points 
-> more accurate solution

� 1856**3 uniform grid solution took 
11 million CPU hours on 65,536 
processors of the BG/L

� Perfect weak scaling problem
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Direct Numerical Simulation of Turbulence
(Prof. P.K. Yeung/Georgia Tech)

� Significance
– Irregular fluctuations in time and 3-D space with 

many scales have implications in aerospace, 
oceanography, meteorology, environment, and 
combustion

– Small scales are very important

� Computational Details
– Numerical methods (FFTs, 2nd order Runge-Kutta 

integration of ODEs in wavenumber space)
– 1-D (slab) or 2-D (pencil for large number of cores) 

decompositions

– Expensive all-to-all communication (FFTs)

– Optimized code for 4096^3 takes 20 sec per time 
step requiring 17,600 steps for one eddy turnover -
100 hours on 32k cores of BGW

� Benefits
– Very good scaling to 32k cores

– 2048^3 and 4096^3 simulations provide a wealth of 
details in understanding the effects of flow structure 
in turbulent mixing that can not be done on other 
systems
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Conclusions

� Large scale CFD simulations are viable with Blue Gene
– Lot of learning has happened in the last 3-4 years in addressing many Blue Gene 

challenges – small memory, I/O,  decomposition, load balancing and algorithm issues

� Fundamental Science is understood with Blue Gene 
– Turbulence (mixing, multi-phase, instability), and shock physics  have been  simulated 

with several billion grid points
– Astrophysics hydrodynamics simulations throw a new light on the evolution of stars and 

galaxies

� Large scale industrial CFD problems are viable with  Blue Gene
– Some production industrial aerodynamics codes have been ported to the Blue Gene L 

and P, and they scale very well 
– Many engineering CFD codes (including commercial CFD codes) are likely to scale 

well due to enhanced memory, and SMP capability of the Blue Gene/P


